
IEEE TRANSACTIONS ON VISUALIZATION AND COMPUTER GRAPHICS, VOL. ??, NO. ??, ?? 2021 1

Realistic Biomechanical Modeling of the Torso
and Musculoskeletal Core Training for

Autonomous Anthropomimetic Animation
Tao Zhou, Masaki Nakada, Alan Litteneker, Arjun Lakshmipathy, Hao Ding,

and Demetri Terzopoulos, Fellow, IEEE

Abstract—Despite its importance, the core of the human body has to date received inadequate attention in the computer graphics
literature. We tackle the challenge of biomechanically simulating and controlling the torso, including of course the spine, in its full
musculoskeletal complexity, thus attaining a biomechanical human model with a full set of articular degrees of freedom actuated by many
hundreds of muscles embedded in a finite-element soft tissue simulation. Performing skillful, non-locomotive motor tasks while bipedally
balancing upright in gravity has never before been attempted with a musculoskeletal model of such realism and complexity. Our approach
to tackling the challenge is machine learning, specifically deep learning. The neuromuscular motor control system of our virtual human
comprises 12 trained deep neural networks (DNNs), including the essential core neuromuscular motor controller that innervates 443 torso
muscles. By synthesizing its own training data offline, our virtual human automatically learns efficient, online, active control of the core
musculoskeletal complex in concert with those of the five extremities—the cervicocephalic, arm, and leg musculoskeletal complexes—in
order to perform nontrivial motor tasks such as balance, sitting and standing, calisthenics, stepping, and golf putting. Moreover, we equip
our virtual human with a sensorimotor control system, thus making it fully autonomous. Afforded visual perception, our virtual human can
look at drawings and manually sketch similar drawings standing before a large touchscreen display.

Index Terms—Biomechanical human animation; Neuromuscular control; Sensorimotor control; Deep neural network learning.
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1 INTRODUCTION

ANTHROPOMIMETIC animation differs from conventional
human animation in that it aims to achieve realism by

taking advantage of increasingly accurate simulation of the
anatomical structures of the human body, not only the bones,
joints, and muscles, but also the human sensory organs and,
of course, the brain. The torso, or trunk, is the anatomical
term for the central part—in common speech, the core—of
many animal bodies, excluding the extremities (neck/head
and limbs). Although it is indeed of core importance to
the human body, the torso has to date received insufficient
attention in the computer graphics literature. The goal
of this paper is to rectify this deficiency by taking an
anthropomimetic approach.

Comprising the thoracic (chest), abdominal, and pelvic
regions, the torso houses most of the critical organs of the
body. The torso musculoskeletal complex (Fig. 2a–b) includes
the pelvis, lumbar and thoracic spinal column vertebra,
costae, clavicles and scapulas, and other bones, as well as
its major muscle groups, including the pectoral, abdominal,
lateral, and epaxial muscles. The core muscles of the torso
work together to help stabilize the body, transfer energy
from the legs to the upper body, and transfer energy from the
upper body to the legs. The vertebral column or spine, with
its striking segmented structure (Fig. 2c), is a vital skeletal
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component of the torso complex. Its thoracic (T1–T12) and
lumbar (L1–L5) portions within the torso itself provide the
main support for the human upper body, enabling standing,
bending, twisting, and a variety of other whole-body motor
actions. Furthermore, the majority of the spinal cord, the
main pathway for sensorimotor information flow between
the brain and the peripheral nervous system, branches out
within the torso.

1.1 Objective

This paper reports on an unprecedented effort to tackle the
challenge of biomechanically simulating and controlling the
torso in its full musculoskeletal complexity, which includes
more than 100 articular degrees of freedom and well over
400 muscle actuators.

Motor control is an area of biological science that ex-
plores how the nervous system exploits interactions between
body parts and the environment to produce purposeful,
coordinated actions that accomplish specific tasks. A central
problem of motor control is that of dealing with abundant
actuation and redundant degrees of freedom [1], a challenge
that is perhaps most acute in the context of the torso muscu-
loskeletal complex. Numerous publications have provided
support for the view that synergies as neural organizations
ensure task-specific co-variation of elemental variables to
provide the desired stability properties of motor actions
while dealing with secondary motor tasks and unexpected
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Fig. 1: Our biomechanical human musculoskeletal model can perform various skillful motor control tasks while balancing its body in gravity, such as
putting a golf ball (a) in a relatively upright stance with a “right hand low” grip on the golf club, and (b) in a crouched stance with a “prayer” grip on a
shorter golf club. (c) The autonomous virtual human sketches on a large touchscreen display a set of reference drawings that it observes on a tablet.

perturbations.1 With biology as our guide, we take the
natural, neuromuscular approach to addressing the tough
challenge of controlling the torso. In particular, our work
leverages modern artificial neural network and deep learning
techniques.

More specifically, the work reported in the present paper
was inspired by our earlier work [4], which introduced a pro-
totype biomimetic sensorimotor system for an anatomically-
accurate, muscle-actuated biomechanical human model.
Although a major stride in neuromuscular control, this
model was clearly incomplete. By immobilizing the torso, we
isolated the five extremities (neck/head and limbs), affording
them static roots, and trained their neuromuscular motor
controllers independently of one another. Thus we avoided
the major challenge that we tackle in the present paper. We
now develop a heretofore intractable neuromuscular motor
controller that not only handles the full musculoskeletal
complexity of the spine and torso, but also couples the cer-
vicocephalic and four limb neuromuscular complexes to an
unconstrained core, thus enabling the entire body to operate
in concert. This enables our simulated human to stand erect,
balance in gravity, step around, and perform skillful whole-
body (non-locomotive) motor tasks, as illustrated in Fig. 1,
all of which were outside the scope of our aforecited earlier
work.

1.2 Contributions
The specific contributions of this paper are as follows:

1) We develop a realistic biomechanical model of the
spine and torso and introduce the first successful
neuromuscular motor controller for such a model.

2) We demonstrate that our control framework for the
core musculoskeletal complex can work in concert

1. Indeed, since the end of 19th century, researchers have agreed that
the brain does not control muscles individually but unifies them into
groups that are controlled in a synergistic manner [2]. The postural
synergies for these simple daily movements may be considered as
building blocks that the central nervous system uses to mitigate its
computational burden [3].

with neuromuscular controllers specialized to the
five extremities—the cervicocephalic, two arm, and
two leg musculoskeletal complexes.

3) We show how all six neuromuscular motor con-
trollers, which include twelve Deep Neural Net-
works (DNNs), can support a whole-body sensorimo-
tor control system, and demonstrate its robust online
operation in carrying out several skillful motor tasks.

Of particular importance is the fact that our core neuro-
muscular motor controller is automatically trained offline,
not on motion capture data, but on data synthesized by
the biomechanical human musculoskeletal model itself,
paralleling real-life motor learning.

1.3 Overview

The remainder of the paper is organized as follows: Sec-
tion 2 presents the details of our biomechanical human
musculoskeletal model, with particular emphasis on its
torso complex and spinal column, which is the focus of
the new work reported in this paper. Section 3 introduces
our core neuromuscular motor controller. Section 4 presents
the details of how this controller is trained. After explaining
our whole-body motor control architecture in Section 5, we
present a series of experiments and results. Section 6 develops
and demonstrates an elaborate sensorimotor application
of our whole-body model, which stands as a significant
extension of our earlier work on sensorimotor control in
virtual humans [4]. Section 7 situates our approach in the
context of earlier work on modeling and animating the spine
and torso as well as related work on neuromuscular motor
control, in addition to discussing promising avenues for
future work. Section 8 presents our conclusions.

2 BIOMECHANICAL MUSCULOSKELETAL MODEL

Fig. 3 shows the musculoskeletal system of our anatomically
accurate biomechanical virtual human. It includes all of the
relevant articular bones and muscles—193 bones (hand and
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(a) (b) (c)

Fig. 2: From Gray’s Anatomy (1918): (a) Superficial and intermediate
muscles of the back. (b) Deep muscles of the back. (c) The spine; lumbar
vertebrae L1–L5 and thoracic vertebrae T1–T12 (labeled “Th”) are part
of the torso complex, while cervical vertebrae C1–C7 are part of the
cervicocephalic complex.

(a) (b)

(c) (d)

Fig. 3: (a)–(b) The biomechanical human musculoskeletal model, with
its 193 bones and 823 muscle actuators embedded in a deformable
finite element flesh model, rendered with translucent skin. Anterior (c)
and posterior (d) views of the torso musculoskeletal complex with its 50
articular bones and 443 Hill-type musculotendon actuators.

foot bones included) plus a total of 823 muscle actuators
(Fig. 3a,b). We designed the musculoskeletal system by
referring to one of the most comprehensive (albeit purely
geometric) commercially available human models, the Ulti-
mate Human Model.2 Appendix B reviews the mathematical
details of our skeletal multibody dynamics model and muscle
actuators. For added realism, our virtual human includes
a finite element deformable flesh model, also designed by
referring to muscle geometries in the Ultimate Human Model.
Appendix C provides the details of our flesh simulation.
Each skeletal musculotendon unit is modeled as a Hill-type
uniaxial contractile actuator, embedded in the deformable
flesh, that applies forces to the bones at its points of insertion
and attachment.

2.1 Torso Musculoskeletal Complex
Unlike in our prelinimary work [4], our virtual human
includes a functional torso musculoskeletal complex whose
50 bones (112 articular degrees of freedom) are actuated by no
fewer than 443 muscles. Fig. 3c,d shows in greater detail the
torso musculoskeletal complex, which is rooted at the pelvis,
with its five lumbar vertebrae, L5 through L1, and twelve
thoracic vertebrae, T12 progressing up the spinal column
to the T1 vertebra (Fig. 2c), which can be considered the
torso’s “end-effector”. Short, intermediate, and long Hill-type
uniaxial muscle actuators situated with anatomical precision
in deep, intermediate, and superficial layers, respectively,
actuate the twelve 3-degree-of-freedom joints of the spine
and other joints of the torso musculoskeletal complex.
Each spinal joint incorporates damped rotational springs
to approximate the passive elasticity of the intervertebral
discs and ligaments.

2.2 Coupling the Torso and Extremities
Our biomechanical model includes musculoskeletal com-
plexes for the five extremities. The arm complexes include
29 muscles each, the leg complexes 39 muscles each, and the
cervicocephalic complex has 244 muscles.3 These complexes
are biomechanically coupled to the core complex. The
coupling forces originate in a completely natural manner,
at specific skeletal joints and through muscles that span the
different musculoskeletal complexes.

First, the articulated biomechanical skeletal structure
remains connected when in motion. In particular, the spinal
joint between the C7 vertebra of the cervical spine and
the T1 vertebra of the thoracic spine applies forces that
constrain the cervicocephalic musculoskeletal complex to the
torso. At the shoulders, the head of each humerus articulates
with the glenoid fossa of its respective scapula in the torso,
forming shoulder joints that apply forces to constrain the
arm musculoskeletal complexes to the torso. At the hips, the
head of each femur articulates with the acetabulum in the
pelvic bone in the torso, forming hip joints that apply forces
to constrain the leg musculoskeletal complexes to the torso.

Second, each of the extremities include multiple signifi-
cant muscles that attach to major bones in the torso. These

2. https://www.turbosquid.com/3d-models/3d-human-anatomy-ultimate/
1093983

3. Compared to 216 in [4]; thus our complete model has 823 active
muscles compared to only 352 active muscles in the earlier model.

https://www.turbosquid.com/3d-models/3d-human-anatomy-ultimate/1093983
https://www.turbosquid.com/3d-models/3d-human-anatomy-ultimate/1093983
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Fig. 4: Core motor controller architecture. The voluntary motor DNN inputs a target discrepancy ∆ and (recurrently) the muscle activations a. The
reflex motor DNN inputs the changes in muscle strains e and strain rates ė. Both controllers output muscle activation adjustments and the core
muscle activations are updated according to a(t + ∆t) = a(t) + (∆av(t) + ∆ar(t)), where the vectors have dimensionality m = 443. The core
motor controller has a total of 9,418 ReLU units and 4,930,800 weights.

include the long, superficial muscles of the neck, such as the
trapezius; the muscles of the shoulder, such as the biceps,
triceps, and the muscles composing the rotator cuff; and
the muscles of the hip, such as the gluteal group, adductor
group, etc. The virtual counterparts of these muscles exist in
our anatomically accurate musculoskeletal model and they
apply common forces between major bones of the torso and
the proximal bones of the musculoskeletal complexes of the
extremities.

3 CORE NEUROMUSCULAR MOTOR CONTROLLER

The core neuromuscular motor controller is a large recurrent
neural network that has a total of 9,418 neuronal units and
4,930,800 connection weights. Fig. 4 illustrates its architec-
ture.

3.1 Network Architecture

Note in Fig. 4 that the m = 443-dimensional muscle
activation a feedback loop is what makes the core controller
a recurrent neural network. The architecture includes two
feedforward DNNs, a voluntary motor DNN and a reflex
motor DNN. Both motor DNNs are properly trained to
produce muscle activation adjustment signals. The trained
voluntary motor DNN produces muscle activation adjust-
ments ∆av(t), which induce voluntary actuation of the torso
musculoskeletal complex, while the trained reflex motor
DNN produces muscle activation adjustments ∆ar(t) that
stably achieves desired musculoskeletal states. The output
a(t+ ∆t) of the core controller at the next time step is given
by the equation in the figure caption.

We adopted a uniform DNN architecture that works well;
specifically, rectangularly-shaped, fully-connected networks
with an input layer, six 600-unit-wide hidden layers, and an
output layer, all consisting of Rectified Linear Units (ReLUs).
The DNNs are implemented and trained using the Keras
deep learning library running on an Nvidia Titan X GPU in
a Ubuntu 16.04 system. We next present the details of the
voluntary and reflex motor DNNs, bearing in mind that there
are m = 443 muscles in our torso model.

3.2 Voluntary Motor DNN
The function of the voluntary motor DNN is to generate
efferent activation signals to the torso muscles that drive
the body to perform voluntary motor tasks, while actuating
torso movements to balance the body and produce core
poses that synergize with the functions of the arms and head.
Referring to Fig. 4, the input layer of the voluntary motor
DNN includes units that represent the angular components
of the input discrepancy ∆(t) between the value of a relevant
feature of the torso’s state, typically the orientation of the
T1 vertebra, and its target value. It also includes m units
that represent the current muscle activations, ai(t). The
output layer consists of m units that encode the adjustments
∆ai(t), to the muscle activations, which together contribute
additively as av(t) to updating the core controller’s output
muscle activations a(t).

3.3 Reflex Motor DNN
The reflex motor DNN stabilizes the torso musculoskeletal
complex to support the large mass of the torso against
gravity despite the flexible spinal column. Referring to
Fig. 4, the input layer of the reflex motor DNN consists
of 2m units. These includes m units each to represent the
change in muscle strains ∆ei(t) and strain rates ∆ėi(t). The
output layer consists of m units providing muscle activation
adjustments ∆ai(t), which together contribute additively
as ar(t) to updating the core controller’s output muscle
activations a(t).

4 TRAINING THE CORE CONTROLLER

To train the DNNs of its core controller, our biomechanical
human musculoskeletal model synthesizes its own training
data offline. The training data must take into account the
fact that the musculoskeletal complexes of the extremities
are coupled to the core, as was described in Section 2.2.

4.1 Training Data Synthesis
For the voluntary motor DNN, specifying a target orientation
of the torso—nominally of the T1 vertebra as “end effector”
of the spinal kinematic chain—yields angular discrepancies



ZHOU et al.: REALISTIC BIOMECHANICAL MODELING OF THE TORSO AND MUSCULOSKELETAL CORE TRAINING 5

0 500 1000 1500 2000
0.3

0.4

0.5

0.6

0.7

0.8

0.9

1.0

1.1

Epoch

M
ea

n
Sq

ua
re

d
Er

ro
r

(a) Voluntary DNN

0 200 400 600 800 1000 1200
0.0

0.2

0.4

0.6

0.8

1.0

1.2

Epoch

M
ea

n
Sq

ua
re

d
Er

ro
r

(b) Reflex DNN

Fig. 5: Progress of the backpropagation training of the core voluntary and
reflex motor DNNs on the training (green) and validation (red) datasets.

∆ = [∆α,∆β,∆γ]T between the actual T1 orientation and
the target orientation. These along with the actual torso
muscle activations a = [a1, . . . , am]T , for m = 443, are the
inputs to the DNN. The desired output of the DNN is the
computable adjustments ∆av = [∆a1, . . . ,∆am]T to the
muscle activations that will reduce the angular discrepancies.
Hence, an input-output training pair for the voluntary motor
DNN is the vector concatenation of ∆ and a as input and
∆av as output.

Similarly for the reflex motor DNN, the discrepancies
∆e = [∆e1, . . . ,∆em]T between target and actual muscle
strains and the discrepancies ∆ė = [∆ė1, . . . ,∆ėm]T be-
tween target and actual strain rates are the inputs to the
DNN. The desired output of the DNN is the computable
adjustments ∆ar = [∆a1, . . . ,∆am]T to the muscle activa-
tions that will reduce the strain and strain rate discrepancies.
Hence, an input-output training pair for the reflex motor
DNN is the concatenation of ∆e and ∆ė as input and ∆ar

as output.
Suitable muscle activation adjustments ∆av for the vol-

untary motor DNN may be synthesized offline through a com-
putationally expensive process given the complexity of the
biomechanical model. This involves inverse kinematics (IK)
followed by inverse dynamics (ID) and muscle optimization
(MO), as proposed by Lee et al. [5] in their conventional, non-
learning-based control scheme. In the IK phase, the vertebral
joint angles are determined such that the sum of the squared
norm of these angles is minimized under the constraint
that they produce the target T1 orientation. In the ID phase,
the well-known Featherstone hybrid dynamics algorithm
computes the generalized forces required to produce the
desired accelerations for the skeletal-muscle-actuated joints.
Finally, the MO phase computes minimal-effort muscle acti-
vations that produce these generalized forces. This involves
the solution of two optimization problems, one for agonist
and the other for antagonist muscles.

At the same time, for the reflex motor DNN, the input
discrepancies in muscle strains ∆e and strain rates ∆ė, are
computed after the IK phase, and the desired ∆ar output is
computed as a PD controller. Because this computation is on
a per-muscle basis, the ID and MO phases are unnecessary.

4.1.1 Accounting for the Extremities and Balance
The whole-body model is a unified system. Consequently,
during core training data synthesis, it is important to incorpo-
rate extremity movements such that the core neuromuscular
controller learns robust control despite forces caused by the
extremities. By sending random activations to their muscle
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Fig. 6: The motor control architecture of our biomechanical human
musculoskeletal model, illustrating its 6 neuromuscular motor controllers,
each of which employs a pair of trained DNNs. They are the torso
controller (DNNs 1–2), the cervicocephalic controller (DNNs 3–4), the two
arm controllers (DNNs 5–6 and DNNs 7–8), and the two leg controllers
(DNNs 9–10 and DNNs 11-12).

groups, the cervicocephalic, arm, and leg complexes are
randomly actuated during the synthesis of training data for
the torso neuromuscular motor DNNs; i.e., random head
orientations, random arm reaching motions, and random
leg squatting motions. The latter suffice so long as the role
of the legs is to support the mass of the upper body in a
balanced position or make steps as it performs upper body
motor tasks.

To learn balance, if the center of pressure comes too close
to the margin of the support polygon, the biomechanical
body model is reset to an upright posture and the data
synthesis procedure for the core controller is restarted.

4.2 Training the DNNs
To train the core voluntary and reflex motor DNNs, we apply
backpropagation with the mean-squared-error loss function
and the Adaptive Moment Estimation (Adam) stochastic
optimizer [6], with learning rate η = 10−6. Fig. 5 plots
the progress of the training process for the two DNNs.
Appendix A reports additional training experiments using
smaller networks with only 300-unit hidden layers. We
determined that these do not perform as well as networks
with 600-unit hidden layers.

4.3 Computational Times
4.3.1 Offline
The training data synthesis process requires approximately
8.7 s on average to compute each input-output training
pair for the voluntary motor DNN, and 0.3 s on average
to compute each input-output training pair for the reflex
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Fig. 7: Sequence of frames from a sitting-to-standing simulation.

motor DNN, on an Intel Xeon E5-1650 v4 3.60 MHz CPU.
The data synthesis, which is computed offline, is trivially
parallelizable, however. With I/O and other overheads,
running 20 threads on 10 cores on 2 CPUs required about
a week of compute time to synthesize 1M input-output
training data pairs each for the core voluntary and reflex
motor DNNs.

4.3.2 Online
The properly trained DNNs serve online in the core motor
controller. Online, the trained controller computes its output
a(t + ∆t) on the aforementioned GPU a very quick 2.0 ms
after its inputs become available.

5 EXPERIMENTS

We will now overview the control architecture of our whole-
body biomechanical human musculoskeletal model, and then
report our experiments with this complete model and show
our results.

5.1 Whole-Body Motor Control Architecture

The motor control architecture of our biomechanical human
musculoskeletal model, illustrated in Fig. 6, comprises a
total of 6 neuromuscular motor controllers, each of which
generates the efferent muscle activations a that actuate its
associated musculoskeletal complex in a stable, purposeful
manner.

In addition to our novel core controller of the torso mus-
culoskeletal complex developed in the previous sections, we
incorporate independent neuromuscular motor controllers
of the five extremity musculoskeletal complexes, including a
controller for the cervicocephalic complex, two for the arm
complexes, and two for the leg complexes. We described in
detail the neuromuscular motor controllers for the extrem-
ities (cervicocephalic, arms, legs) in [4] and trained them
independently, as detailed therein. At least for the simulation
scenarios demonstrated in the next section, training the 5
extremity controllers independently of the core controller
works well, and it greatly reduces the computational cost.

5.2 Sitting and Standing

Fig. 7 shows frames from a demonstration of the virtual
human model sitting on a stool and standing. The muscu-
loskeletal model must continually maintain an erect upper
body and maintain balance in gravity in executing this action,
as well as when standing in place and seated on the stool.
Our demonstration video shows this animation, along with

(a) Full torso muscle functionality

(b) 60% torso muscle functionality

Fig. 8: Calisthenic exercising of the torso with (a) full and (b) reduced
core muscle group functionality.

a visualization of the progression of the neuromuscular
controller training process, in which our virtual human loses
balance with inadequately trained torso and leg controllers
and eventually learns to be proficient in the sitting-to-
standing action.

5.3 Calisthenic Exercises
Fig. 8a shows frames from an animation of our virtual human
performing calisthenic exercises that involve significant torso
articulation, including substantial bending and twisting
of the lumbar and thoracic spinal articulatory degrees of
freedom. Through his reactive motor control ability, not only
is our exerciser able to articulate his upper body in a realistic
manner, but he also maintains bipedal balance in gravity
despite the large center-of-gravity shifts that typically result
from strongly bending the upper body.

A feature of human mimetic core muscle redundancy
and muscle synergy is that even with certain core muscles
injured or disabled, other muscles can compensate for the
loss of muscle activity either via a fast reflex loop or via mus-
cle reinnervation. Fig. 8b shows our exerciser successfully
maintaining balance while leaning forward, backward, and
sideways with 40% of the torso muscles disabled.

5.4 Stepping
A basic motor functionality for a free-standing autonomous
virtual human is to be able to shift position by taking steps.
Purposeful stepping is a transient task-based motor function,
unlike the steady-state, repetitive, rhythmic motor actions
required for locomotion. Figure 9 shows frames from a
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Fig. 9: Sequence of frames from a stepping simulation (opaque skin).

Left foot

Right foot

Center of 
Pressure

Initial Pose
stance

Shift CoP to 
right foot

Lift left foot &
Step forward Shift Cop to left foot Lift right foot &

Step forward Adjust

Fig. 10: The stepping strategy.

simulation of our virtual human autonomously stepping
toward a touchscreen display in order to move close enough
to operate it. After taking a forward step, the virtual human
side-steps with both legs to widen his stance. Proper balance
is maintained throughout the stepping action.

Figure 10 illustrates our stepping control strategy. Our
virtual human starts from a balanced bipedal stance with
the center of pressure (COP), represented by the red circle,
near the center of the support polygon, the convex hull
surrounding the boundaries of the two feet represented by
the blue rectangles. Through appropriate leg and lower torso
muscle activations, the virtual human shifts its COP towards
one foot thereby reducing the pressure on the other foot
until the friction against the floor decreases enough that it
can easily by shifted anteriorly, all the while maintaining a
balanced upright stance. The COP is then shifted toward
the leading leg until the trailing foot is sufficiently free
of friction to bring it forward. If necessary, the process is
repeated by shifting the COP through the center of the
support polygon towards the opposite foot. When stepping
actions are completed, the bipedal stance is again centered by
shifting the COP back near the center of the support polygon.
The strategy for posterior or lateral shifts of a free foot is
similar.

5.5 Golf Putting

Putting is the most personal of the golf strokes. The most
important consideration is what feels natural and good to
each individual. Therefore, putt grips, stances, and actions
vary. Fig. 1a shows our biomechanical human musculoskele-
tal model gripping the golf putter in a “right hand low” grip,
while Fig. 1b shows an alternative “prayer” grip.

Fig. 11 shows frames from a putting simulation in which
our golfer steps toward the ball while holding the putter in a
prayer grip, crouches into position to bring the putter’s head
to the ball, swings the club back then forward to strike the
ball and, after a number of attempts with increasing swing

velocity, successfully putts the ball into the hole. The golfer’s
body stays well balanced throughout and performs realistic
strokes.

Our golfer can also squat down to place the ball onto
the putting trainer and rise back up again (Fig. 12). He does
so in a well-balanced manner, furthermore demonstrating
reaching while the torso is in motion as well as natural
hand-eye coordination in the process.

6 APPLICATION TO SENSORIMOTOR CONTROL:
VISION-DRIVEN AUTONOMOUS SKETCHING

Finally, we demonstrate our biomechanical human mus-
culoskeletal model with its neuromuscular control system
in a more complex application that involves whole-body
sensorimotor control. The skillful task that we consider is
sketching.

For this purpose, we implemented a version of the
biomimetic vision model proposed in [4], which includes
a pair of virtual eyes, capable of eye movements. The eyes,
modeled as ideal pinhole cameras, have retinas with 9,936
photoreceptors nonuniformly distributed in a biologically
consistent, foveated pattern according to a noisy log-polar
distribution. For the present application, the retinal photore-
ceptors are binary; i.e., their response is either black or white.
The photoreceptor responses comprise the elements of an
Optic Nerve Vector (ONV) of length 9,936. As our virtual
human observes his world, the ONV outputs from the eyes
in his head drive the processing in his visual perception
subsystem.

Fig. 13 illustrates the architecture of our virtual human’s
novel visual perception subsystem for sketching. It is an
ONV-to-sequence Variational Autoencoder (VAE). A trained
DNN encoder compresses the ONV into a much smaller hid-
den state vector, from which the trained decoder reconstructs
the viewed sketch as a sequence of strokes. The details of the
visual perception model are presented in Appendix D.

Fig. 14 shows frames from a simulation in which our
autonomous artist steps up to and stands before a large
touchscreen display. Under his manual control, an auxiliary
tablet displays images of drawings from the QuickDraw
dataset [7]. While our artist balances his body in gravity
by virtue of the trained neuromuscular motor controllers,
he must observe his environment by actively directing
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Fig. 11: Sequence of frames from a golf putting simulation. From an upright stance (a), the golfer steps toward the ball (b)–(c), crouches into position
(d), swings the club back (e), and putts the ball (f) into the hole.

Fig. 12: Balanced squatting and arm reaching to drop the golf ball onto
the putting trainer.
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Fig. 13: Architecture of the sketch-onv2seq vision system.

the gaze of his two eyes, supported by natural, muscle-
actuated cervicocephalic movements. The artist controls
himself autonomously, foveating each of the two displays
in a natural manner, lifting and extending his right arm to
control the tablet display by swiping with his fingertip, and
lifting and extending his left arm and using his finger to
select colors from a palette on the large display and proceed
to sketch his interpretation of the drawing that he sees on
the tablet. This is done with realistic, autonomous hand-eye
coordination.

Note that the virtual human also has haptic sensors in its
fingertips. The stiffness of the touchscreens is set to 10 N/mm
and if the sensed reaction force from finger penetration ex-
ceeds a threshold, the artist reacts by automatically retracting
his finger via neuromuscular arm control.

7 DISCUSSION

In the present paper, we have focused on the anatomically ac-
curate biomechanical modeling and simulation of the human
torso, including the difficult challenge of (non-locomotive)
task-based, full-body neuromuscular control. These topics
have received scant attention in the literature compared
to, say, the well-studied challenge of locomotion control.
However, computer graphics researchers have occasionally
addressed the difficult problem of modeling and animating
the human spine and torso in some or all of its complexity.

7.1 Related Work

In their pioneering, early 1990s work, Monheit and Badler
[8] introduced a purely kinematic model of the spine based
on the anatomy of the vertebra and the passive effects of
the discs and surrounding soft tissues, and animated their
model using the inverse kinematics technique. Shao and Ng-
Thow-Hing [9] proposed the use of more sophisticated joint
models in the spine and shoulder, including non-orthogonal,
non-intersecting axes of rotation and changing joint centers
that are often found in the kinematics of biological joints.

By the mid to late 1990s the community had progressed
to physics-based animation of articulated anthropomorphic
models using joint-torque actuation control [10, 11]. However,
the difficulties of this method at the time made it necessary
to reduce the complexity of spine submodels to only a few
rotational joints, which in terms of articulatory realism, a
devolution relative to the earlier kinematic spine models.

Roughly contemporaneously, researchers were experi-
menting with more realistic, muscle-based models. Wilhelms
and Van Gelder [12] and Scheepers et al. [13] developed
procedural muscle models that, rather than drive the an-
thropomorphic figure, deform geometrically in response
to kinematic skeletal articulation, which added realism
to human character animation driven by keyframing or
motion capture. Porcher Nedel and Thalmann [14] took the
additional step of using physically-based deformable muscle
models, but again with a simplified, kinematic spine.

Anatomically and biomechanically accurate muscu-
loskeletal simulation is now superseding these earlier models.
In the context of the torso, Zordan et al. [15] introduced
the first biomechanical model of the torso, which was
designed to simulate breathing, including a simplified spine
model and a relevant subset of the torso muscles. Lee
and Terzopoulos [16] introduced the first biomechanical
cervicocephalic musculoskeletal model with full anatomical
accuracy in the cervical column. Extending this work, Lee
et al. [5] introduced a comprehensive biomechanical model
of the upper body. However, their model was animated using
an inverse dynamics approach, which requires a biologically
infeasible, complete specification of desired movements,
usually from interpolated keyframe or motion capture data
and is inapplicable when motion capture data is unavailable.
A whole-body extension of this model was employed by
Si et al. [17] to animate autonomous human swimming in
simulated water using a neural CPG control system that
synthesizes sustained rhythmic muscle activations suitable
for aquatic locomotion.

Due to the complexity of spine and torso, recent mus-
culoskeletal models developed for bipedal locomotion and
other rhythmic movements have had to settle for impover-



ZHOU et al.: REALISTIC BIOMECHANICAL MODELING OF THE TORSO AND MUSCULOSKELETAL CORE TRAINING 9

(a)

I
(b)

I
(c)

I
(d)

I
(e)

I

(f)

I
(g)

I
(h)

I
(i)

I
(j)

I

(k)

I
(l)

I
(m)

I
(n)

I
(o)

I

(p)

I
(q)

I
(r)

I
(s)

I
(t)

I

(u)

I
(v)

I
(w)

I
(x)

I
(y)

�

Fig. 14: A sequence of frames from the sketching simulation. The virtual artist controls himself autonomously. Stepping up to the display, as in Fig. 9,
to reach a comfortable working position (a), our artist (opaque skin) (b) swipes the blank tablet screen with his right finger and (c) observes a cat
reference image that appears on the tablet. (d) Continuing the observation, he prepares to sketch. Using his left arm and hand, he (e) selects the
red color from the palette and (f) sketches the cat in red, (g) occasionally looking back to the screen to review the cat drawing. (h) He continues
sketching the cat, (i) comparing the drawing on the tablet with his sketched cat. Next, he (j) swipes the tablet to display a tree, (k) prepares to draw
the tree by (l) selecting the green color, then (m) sketches the tree in green, (n) occasionally looking back to the tablet to review the tree image and
(o) continuing to sketch the tree, and finally (p) compares the tree image on the tablet with the drawn cat. He then (q) swipes the tablet to display a
bus, (r) prepares to draw the bus, (s) selects the blue color, (t) starts sketching the bus with in blue, (u) occasionally looking back to the tablet to
review the bus image. He (v) continues sketching the bus (w) looks back to the tablet screen, (x) adds the final details of the bus, and finally finishes
his sketching exercise in (y) a relaxed stance (opaque skin).

ished core complexes that lack the full complement of spinal
articular degrees of freedom and muscle actuators; e.g., stick
”spines” with zero DoFs [18], or a mere 3 joints or so [19, 20].
The model of Lee et al. [21] apparently includes only 4 joints
along the spine and a small number of torso muscles. To
put matters into perspective, our biomechanically simulated
human model’s anatomically accurate torso alone has over
twice the musculoskeletal complexity of the entire body of
the most complex of these aforecited models.

7.2 Future Work

Cruz Ruiz et al. [22] present a comprehensive survey of the
literature on muscle-based control for character animation.
Our work is in the category of the neuromuscular motor
control of realistic musculoskeletal models, which has not
yet been heavily explored by the research community. Within
the thread of our prior work on this topic [16], [5], [17],

and [4], the work reported in the present paper represents a
substantial stride forward [23] on a intensely challenging
research problem. We have persisted with a consistent
research strategy, which we regard the principled approach
to visuomotor control, for the reasons specified in [4], and
because our earlier prototype was obviously incomplete in
its lack of a functional torso model (immobilized pelvis and
lumbar & thoracic spine).

7.2.1 Motion Quality and Motion Capture Data
Most schemes for learning muscle-based control rely on
motion capture data. Our unique biomimetic approach to
the neuromuscular motor control of biomechanical human
musculoskeletal models departs from the mainstream by
shunning all the familiar industry tricks—simplistic joint-
torque-driven or reduced joint/muscle-count “stick figure”
models, the use of mocap data to prettify motions, etc.
Animal brains certainly do not “Learn from MoCap” to
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control animal bodies; hence, rather than unnaturally lever-
aging mocap signal data acquired from adept humans,
our virtual human learns to control his body from scratch.
His movements in our accompanying demonstration video
are consistent with an (originally “brain-dead”) adult who
has just managed to learn to stand up, balance, step, golf,
sketch, etc. Within the scope of our work, the quality of
his movements is not yet as refined as the mocap-driven
animation that is commonly seen in the entertainment
industry. With further research, however, it is inevitable that
anatomically and biomechanically accurate virtual humans
like ours will someday achieve a quality of voluntary, self-
controlled movements indistinguishable from those of real
humans.

7.2.2 Robustness
Like biological motor control, our biomimetic approach is
both robust and generalizable. Within our control framework,
we have addressed robustness at a fundamental level by
incorporating neuromuscular reflex DNNs for each muscu-
loskeletal complex. Our experiments indicate that, at least
in our approach, these muscle-group reflex DNNs play a
significant role in terms of their contributions to the overall
muscle activations.4

As shown in our calisthenics demonstration (Fig. 8b) our
virtual human is able to balance upright with certain torso
muscles deactivated, since other muscles can compensate.
Furthermore, due to his quick-response reflex control, he
can maintain balance despite small external perturbations.
However, he presently lacks a reactive protective stepping
response to recover from large perturbations. This is among
the control problems tackled by Faloutsos et al. [11]. Adding
a protective response would be a first step in further
generalizing our virtual human’s motor control repertoire to
enhance robustness. Related to robustness is stiffness control,
which was tackled in the context of the cervicocephalic
complex by Lee and Terzopoulos [16] and is applicable to
our whole-body model.

7.2.3 Higher-Level Control
Our supervised machine-learning-based approach imple-
ments the basic, low-level sensorimotor control mechanisms
of our virtual human within a consistent methodological
framework. To deal with more advanced control problems,
such as the coordination of the upper and lower body
to produce smoother movement, additional higher-level
motor controllers will need to be incorporated. A promising
approach is to synthesize higher-level controllers using rein-
forcement learning (RL) that optimize objective functions at
more abstract motor levels [30]. Although deep reinforcement
learning (DRL) has produced interesting results for human
animation (e.g., [21]), we are skeptical that directly applying
DRL to control anywhere near 163 articulate degrees of
freedom and 823 muscle actuators will succeed (short of
unlimited computational power), since the size of the action

4. Views about reflex control diverge, however. In the motor control
field, [24, 25] showed that tonic stretch reflex is key for movement, while
Gottlieb [26] and Smeets et al. [27] suggests that the reflex control signal
is extremely weak compared to the voluntary control signal. In the
context of bipedal locomotion, OpenSim [28] lacks reflex control while
Geyer and Herr [29] use only reflex control.

space will explode. Of course, it would be anathema to
simplify our anatomically accurate biomechanical model by
eliminating joints and/or reducing the number of muscles.
A compromise might be to use DRL to generate joint torques
and supervised learning to map joint torques to muscle
activations, but that would not be a biomimetic control
mechanism as humans lack joint torque sensors.

7.2.4 Locomotion Control
The collection of neuromuscular motor controllers that we
have developed enable our musculoskeletal model to stand
from a seated pose, balance bipedally in an upright stance,
and step around to appropriately reposition its body in
order to perform skillful motor tasks. By design, this motor
subsystem is successful at task-based motor control. It is
not intended for locomotion, the other important regime of
human motor control. We believe that continuous bipedal
locomotion is best actuated and controlled by incorporating
spinal-level Central Pattern Generator (CPG) neural circuits
to produce basic rhythmic muscle activations [17]. Integrat-
ing low-level CPGs with our mid-level deep neuromuscular
motor controllers is an exciting research direction.

7.2.5 Online Learning
The neuromuscular motor controllers in our human model
incorporate deep networks that are trained offline. To afford
our model the ability to learn from its experience, we plan
to investigate online learning methods. In this context, it
should be possible to synthesize training data on the fly
and incrementally train the DNNs in a continuous manner,
perhaps with the help of deep reinforcement learning. Such
learning processes are especially important for actions that
have clear longer-term objectives, such as playing sports,
motor skills that humans must practice so as to improve their
performance.

8 CONCLUSIONS

The torso plays a major role in human motor control by
transmitting control signals from the brain to the extremities
to perform meaningful motor control tasks, while conveying
proprioceptive sensory feedback from the extremities. Indeed,
controlling torso movement is nontrivial considering its
intricacy, comprising more than half the muscles of the body
and two thirds of its articular degrees of freedom. In view
of the skeletal interaction forces and contractile forces from
multi-joint-spanning muscles that interconnect the body’s
multiple musculoskeletal complexes, it seems ill-advised
to attempt to control an anatomically accurate whole-body
musculoskeletal system using traditional optimization-based
methods.

Our novel framework successfully addressed the chal-
lenge of biomechanically simulating and controlling the torso
in its full musculoskeletal complexity, thereby achieving a
whole-body biomechanical human model with a full set of
articular degrees of freedom actuated by many hundreds of
muscles. This unique human model is greatly more detailed
and complex than other existing models. Our virtual human’s
neuromuscular motor control infrastructure incorporates 12
trained deep neural networks (DNNs), including a core
motor controller devoted to innervating the 443 muscles
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Fig. 15: Progress of the backpropagation training of the core motor DNNs
with 300 units per hidden layer on the training (green) and validation (red)
datasets.

of the torso musculoskeletal complex, which is a key contri-
bution of this paper. To control the core complex in concert
with the extremities, we developed a large, deep, recurrent
neuromuscular motor controller incorporating a pair of fully-
connected voluntary and reflex DNNs. Our biomechanical
human model trains this and its other neuromuscular motor
controllers with data that it itself synthesizes. The training
data synthesis is done in such a way that the core controller
learns the musculoskeletal interactions between the torso and
extremities, thus resulting in natural, realistic whole-body
human simulation.

We have demonstrated our approach in several new ways:
The golf putting task requires stable stance, stepping, and
squatting. The more vigorous calisthenics motor tasks require
even greater balance and body control. Furthermore, we have
demonstrated our autonomous virtual human equipped with
a full sensorimotor system; in particular, one capable of
actively observing drawings through human-like eyes with
foveated retinas, analyzing the retinal percepts, and driving
the neuromuscular motor system to purposefully interact
with touchscreens and sketch, with controlled finger strokes,
interpretations of these drawings, a demonstration the likes
of which has never before been seen in the graphics literature.
We firmly believe that the importance of research like ours
will become clearer to broader segments of the graphics
community going forward and that it will eventually become
self-evident.

APPENDIX A
ABLATION STUDY

Building upon our experience in training and validating the
performance of deep network architectures reported in our
earlier publication [4], we performed an extensive ablation
study that led to our choice of network architecture for the
core motor DNNs. For example, Fig. 15a and Fig. 15b show
the progress of the DNN training with 300 units in each
hidden layer. Comparing Fig. 15 and Fig. 5, although the
difference is not obvious between the two reflex motor DNNs,
we observe a better result in terms of mean squared error
from the voluntary motor DNN with 600 units; hence our
choice of 600-unit hidden layers.

APPENDIX B
MUSCULOSKELETAL SIMULATION

The force generating characteristic of the uniaxial muscle is
modeled as a linearized Hill-type model [16]. Assuming that

the length of the tendon is constant, we model a muscle force
as the sum of the forces from a contractile element (CE) and
a parallel element (PE).

The PE force is modeled as a unidirectional exponential
spring:

fP = max(0, ks(e
kce − 1) + kdė), (1)

where ks, kc, and kd are elastic and damping coefficients,
e = (l − l0)/l0 is the strain of the muscle, with l and l0 its
length and slack length, respectively, and ė = l̇/l0 is the
strain rate.

The CE force is expressed as

fC = aFl(l)Fv(l̇), (2)

where 0 ≤ a ≤ 1 is the activation level of the muscle. The
force-length relation is Fl(l) = max(0, kmax(l − lm)), where
kmax is the maximum stiffness of a fully activated muscle and
lm is the minimum length at which the muscle can produce
force, and Fv(l̇) = max(0, 1 + min(l̇, 0)/vm), where vm(≥ 0)
is the maximum contraction velocity under no load. We set
lm = 0.3l0, vm = 8l0 s−1, and kc = 6.0 for all the muscles.
The coefficients ks, kd, and kmax for each muscle are scaled by
the physiological cross sectional area (PCSA) of the muscle.
We used ks = 0.8A, kd = 0.1ks, and kmax = A/(l − lm),
where A is the PCSA of a muscle, which is calculated by
dividing its geometric volume by its mean fiber length.

The equations of motion of the skeletal system are as
follows:

M(q)

[
q̈m
q̈p

]
+ c(q, q̇) =

[
P (q)fC

0

]
+ JTfe, (3)

where q = [qTm, q
T
p ]T is the state vector with qm the

generalized coordinates of the muscle-driven joints and qp
those of the passive joints, M is the mass matrix, and c
accounts for the forces from connecting tissues and muscle
parallel elements (fP ) as well as gravity, Coriolis forces, and
centrifugal forces. The Jacobian matrix J(q) transforms the
applied external force fe into joint torques. The moment arm
matrix P transforms the muscle force fC to the joint space
torque and is defined as P T = dl/dq, where l is the vector
of the lengths of each muscle.

To simulate the skeletal dynamics, we use the implicit
Euler time-integration method with linearized equations of
motion. The equations of motion (3) can be written as

q̈ = φ(q, q̇, τ ). (4)

Rather than computing φ from (3), we perform forward
dynamics. Then the implicit Euler method computes q̇(t+h)
by solving

q̇(t+ h)− q̇(t) = hφ(q(t+ h), q̇(t+ h), τ ), (5)

which requires the use of iterative root-finding methods. We
simplify the problem by using the first-order approximation

∆q̇ = h

[
φ(q(t), q̇(t), τ ) +

∂φ

∂q
∆q +

∂φ

∂q̇
∆q̇

]
(6)

= h

[
φ(q(t), q̇(t), τ ) +

∂φ

∂q
h (q̇(t) + ∆q̇) +

∂φ

∂q̇
∆q̇

]
,

(7)

where ∆q̇ = q̇(t+ h)− q̇(t). We use a simulation time step
h ≈ 7 ms.
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APPENDIX C
SOFT TISSUE SIMULATION

As described in [5], the musculoskeletal model is embedded
within and coupled to a 3D tetrahedral soft tissue (flesh)
model. The flesh animation amounts to a finite element
simulation defined over the 3D tetrahedral lattice, which
comprises over 300K tetrahedral finite elements.

The constitutive model for each finite element involves a
strain energy density Ψ(F), which is defined at each point
as a function of the deformation gradient F = ∂φ/∂X,
where φ is the deformation function that maps a point X
in the undeformed configuration of the body to its deformed
position x = φ(X). The total strain energy E is obtained
by integrating the energy density Ψ(F) over the entire
deformable body, and it is used to compute nodal forces
by taking the negative gradient f = −∂E/∂x of the strain
energy with respect to the nodal position x.

The model is defined as a weighted average of the
constitutive models for passive flesh and active muscles,
using muscle densities dm, as follows:

Ψ(F) = dpΨp(F) +
∑
m

dmΨm(F). (8)

The passive flesh is modeled as an isotropic, quasi-
incompressible Mooney-Rivlin material [31], leading to the
following formula for its strain energy density Ψp:

Ψp = µ10(trĈ− 3) +
1

2
µ01[(trĈ)2 − Ĉ : Ĉ− 6] +

1

2
κ log2 J,

(9)
where J = det F is the volume change ratio and Ĉ = F̂T F̂
is the deviatoric Cauchy strain tensor with F̂ = J− 1

3 F the
deviatoric component of the deformation gradient. We use
the values µ01 = 0.06 MPa and µ10 = 0.02 MPa for the
elasticity moduli, and the bulk modulus (a measure of incom-
pressibility of the tissue) κ = 10 MPa. The constitutive model
for active muscles is the sum of the isotropic contribution Ψp
and an anisotropic muscle term Ψm:

Ψm = Ψp + Ψm(λm), (10)

where λm = ‖F̂fm‖ is the along-fiber contraction ratio of
muscle m in the simulation element, and the function Ψm is
defined via its first derivative:

∂Ψm(λ)

∂λ
=
σmax

λopt
ftot(λ), (11)

where σmax = 0.3 MPa is the peak isometric stress of skeletal
muscle, λopt = 1.4 is the optimal fiber contraction ratio
for force generation, and ftot is the normalized force-length
function for the passive and active component. We define
ftot in accordance with the standard Hill-type model.

We integrate the rigid skeleton with our soft tissue
simulation model as follows: Our volumetric simulation
mesh does not resolve the rigid bones; in fact, the simulation
mesh overlaps with the skeleton, requiring special treatment
of the interface between the hard and soft tissues. We use
soft constraints and apply them to embedded locations rather
than true nodes of the simulation mesh, as follows: A set
of points is uniformly sampled on the surface of each bone.
We then duplicate each of these samples with the locations
that they have in the undeformed configuration of the soft

tissue. The duplicated samples are barycentrically embedded
into the simulation element with which they overlap. The
samples attached to a bone are connected with their duplicate
embedded counterparts using zero rest-length elastic springs,
which apply traction forces on the surrounding soft tissue
as the bone moves, thus inducing an appropriate soft tissue
movement and deformation. This embedded treatment of
skeletal attachments allows us to decouple the resolution
of the simulation mesh from the resolution of the skeletal
geometry and define the attachment regions as arbitrarily
point-sampled surfaces.

For the examples illustrated in this paper, we applied the
quasi-static time-integration scheme of [32], which provides
the robust handling of extreme deformation and element
inversion, both of which are frequent occurrences in our
application. Depending mostly on the rate of change of mus-
cle activation and the velocity of the skeleton, we obtained
simulation times of 1–4 minutes per frame using a single
core of a 3.0 Ghz Intel Xeon CPU workstation. The elastic
springs used to enforce soft constraints are handled fully
implicitly using a Newmark-type time-integration scheme,
alleviating timestep restrictions that could arise from stiff
constraint springs.

APPENDIX D
SKETCH VISUAL PERCEPTION SYSTEM

D.1 Background
Several studies related to sketching are found in robotics and
AI. Traditionally, a robot arm is programmed to sketch lines
on a canvas so as to mimic a given digitized portrait [33].
Calligraphy skills can be acquired by “Learning from Demon-
stration” [34]. DNN-based approaches to art generation
have recently been developed [35, 36]. Furthermore, deep
reinforcement learning based algorithms have been proposed
to mimic the drawing task; however, these systems lack
natural human drawing behaviors [37]. In a departure from
traditional pixel image modeling approaches, Simhon and
Dudek [38] and Zhang et al. [39] proposed generative models
of vector graphics. Graves [40] focused on handwriting
generation with Recurrent Neural Networks that generates a
sequence of points. Subsequently, a sketch-RNN model was
proposed to synthesize sketches [7, 41], which was trained
in a fully supervised manner, and the features learned by
the model were represented as a sequence of sketch stroke
positions.

D.2 Our ONV-to-Sequence Vision Model
We have modified the sketch-RNN architecture to adapt the
sketching technique to our biomechanical human model. The
main differences between our model and the sketch-RNN
model of Ha and Eck [41] are in the DNN encoder and the
loss function. Our DNN encoder comprises two streams
of fully connected layers, each of which processes the ONV
from one eye, yielding two hidden state streams. Each stream
is a 4-layer, fully-connected, tapered network, with 200, 100,
50, and 25 units in each hidden layer. The hidden states from
both eyes are concatenated and projected into two vectors
µ and σ, which are combined to produce a 128-dimensional
latent random vector z that is conditioned on the input
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sketch. The decoder is an autoregressive RNN that samples
output sketches conditioned on z and outputs the sketch
strokes as a sequence of linear motor actions to successive
screen coordinate offsets (∆xi,∆yi) as well as commands to
touch the finger to the screen, to lift it from the screen, and
to stop sketching. In Fig. 13, Si is a five-dimensional feature
vector at time t, which includes sketch offset and the drawing
command. (z, Si) denotes the concatenation of latent vector
and feature vector.

Following Ha and Eck [41], we model (∆xi,∆yi) as a
Gaussian mixture model

p(∆x,∆y) =
m∑
j=1

wjN (∆x,∆y|µxj
, µyj

, σxj
, σyj

, ρxyj
),

(12)
i.e., a weighted sum, with weights wj , of m bivariate
normal distributionsN conditioned on the means µx and µy ,
standard deviations σx and σy , and correlation coefficient
ρxy . The objective function for training the DNNs in the
model is a reconstruction loss

L = Ls + Lp. (13)

The loss of the sketch movements is

Ls = − 1

nmax

ns∑
i=1

log
(
p(∆xi,∆yi)

)
, (14)

where ns is the length of the sketch in movements and nmax
is the total sequence length. The loss of the sketch state is

Lp = − 1

Nmax

Nmax∑
i=1

3∑
k=1

pki log(qki), (15)

where p is a state variable such that p = 1 when the drawing
instrument is in contact with the canvas, p = 2 when it is not
in contact, and p = 3 when the drawing is finished.

We train our ONV-to-sequence model to minimize only
the reconstruction loss L; i.e., to maximize the log-likelihood
of the generated probability distribution of the training data.
The loss is minimized using Adam with minibatches of size
500 for optimization with the initial step size α = 0.00001,
and gradually decays with the training step with a decay
rate of 0.995. The dropout rate for the fully connected layers
in the encoder is 0.5.
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